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1 Estimation

1.1 Starting point

Assume the random variable X belongs to a family of distributions indexed by a scalar
or vector parameter 6, where 6 takes values in some parameter space ©, i.e. we have a
parametric family.

E.g. X ~ Poisson(A). Then 8 = A € © = (0, ).

E.g. X ~ N(u,0?). Then 0 = (y,0%) € @ = R x (0, ).

Suppose we have data x = (x1,...,X,) (numerical values). We regard these data as
the observed values of iid random variables (RVs) Xj, ..., X;; with the same distribution
as X. So X = (Xy, ..., Xy) is a random sample.

Having observed X = x, what can we infer/say about 6? E.g. we might wish to

e make a point estimate (x) of the true value of 6
e construct an interval estimate (a(x), b(x)) for 6 (a confidence interval)

¢ test a hypothesis about 6, e.g. test H : § = 0, do the data provide evidence
against H?

The first two thirds of the course (approx) will consider the frequentist approach to
questions like these. The last third will look at the Bayesian approach.

Notation

If X is a discrete RV, let f(x;0) = P(X = x) be the probability mass function (pmf)
of X.

If X is a continuous RV, let f(x;6) be the probability density function (pdf) of X.

That is, since the distribution of X depends on 6 we are writing the pmf/pdf
as f(x;0).

Write f(x;0) for the joint pmf/pdf of X = (Xj, ..., X,). Since the X; are assumed
independent we have

f(x:8) = ﬁﬂxi;e).

(Occasionally in this course the X; may not be iid, then f(x; ) is still the joint pmf/pdf

but may not have such a simple form.)



Example (discrete RV). Let X; ~ Poisson(). Then

6_9 X

f(x;0) = x'G forx=0,1,...

and so

n 6799351- B efnGQZ,vx,-
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i=1 x;! [T xi!

Example (continuous RV). Let X; be “exponential with parameter 6”, i.e. the pdf is
f(x;0) =6e7% for x > 0.

Then

n
fx0) =]]0e % = ge hix,
i=1
Note: E(X;) = 1/6. Sometimes we let u = 1/6 and talk about X; being “exponential
with mean p”, so with pdf
1
flx;u) = pe " forx > 0.
[Note: to change the parameter from 0 to y, all we have to do is replace the constant 0
by the constant 1/ in the pdf.]
Example (expectation/variance of sums of RVs). Let ay, ..., a, be constants. Recall that:
(i)
n n
E < Z Llin'> = Z (ZZ'E(XZ')
i=1 i=1
is true whether or not the X; are independent.

(ii) If the X; are independent, then
n n
var < Z aiXi> = Z az-z var(X;).
i=1 i=1

Exercise. Suppose Xj, ..., X, are iid with E(X;) = u and var(X;) = ¢?. As usual, let
X =1y"  X;. Show that E(X) = u and var(X) = 02/n.

“n



Estimators

An estimator of 6 is any function #(X) that we might use to estimate 6. Note: the
function t is not allowed to depend on 6.

The corresponding estimate is t(x).

An estimator #(X), which we can think of as a rule for constructing an estimate, is a
RV.

An estimate t(x) is just a number, the numerical value of the estimator for a
particular set of data.

The estimator T = #(X) is said to be unbiased for 6 if E(T) = 6 for all 6.

Example. Suppose the X; are iid, with E(X;) = u and var(X;) = 2.

(i) We might consider T} = 1 Y7 ; X; = X as an estimator of .

Then T; is unbiased for u since E(T;) = p.

(i) We might consider T, = 1 ¥ | (X; — X)? as an estimator of 0.
Then T; is biased for o2 since E(T>) = “Lo? < o2
In order to have an unbiased estimator, we usually use $* = -1 Y7 | (X; — X)? as

an estimator of 02 (since E(S?) = 25 E(Tp) = 0?).

Likelihood

The likelihood for 6, based on x, is
L(6;x) = f(x;0)

where L is regarded as a function of 6, for a fixed x. We regard information about 6
as being contained in L. The idea is that L will be larger for values of 6 near the true
value of § which generated the data.

We often write L(6) for L(6;x). The log-likelihood is ¢(8) = logL(#). [Here
log = log, = In.]

When the X; are iid from f(x;60) we have

L(Bix) = ﬁf(xii‘))



and e.g. when Xj,..., X, iid Poisson(6) this becomes

g*nGQZf Xi

LO) =

[Here " means “are independent and identically distributed as”.]

Maximum likelihood

The value of 6 which maximises L (or equivalently /) is denoted by §(x), or just 6, and
is called the maximum likelihood estimate of 6.
The maximum likelihood estimator (MLE) is @(X)

For the Poisson example:
0(0) = —nb + le log6 — log l_IxZ )

51(9) — 210 i

So //(8) =0 <= 6 = ZY =X This is a maximum since ¢’ (0) = —% <0.
So the MLE of 6 is 6 = X.
Xn

Exercise. Suppose Xi, ..., Y Geometrlc(p) so that P(X; = x) = (1 —p)*!p for
x=12,.... Let0 =1/p.
Find (i) the MLE of 6, (ii) the MLE of p. Show that (i) is unbiased but that (ii) is

biased.

Example. Suppose Xj,..., X, ESBN (1, 02). So here we have a parameter vector § =

(n,02).
Lo (xi —p)?
2\ i
L) = i1 V2mo? P [ 20 ]
1 n
(27t0?) n/2 exp [— 252 Z(Xz - ]/1)2]
=1
and



Differentiating,

Solving g—ﬁ =0and a(a(fz) = 0 we find

~ T o~ 1 - 1 —
=X, =) (Xi—@) =) (Xi—X)"
i=1

1.2 Delta method

Suppose Xj, ..., X, are iid (but not necessarily normally distributed) with E(X;) = u
and var(X;) = 02
Recall (from Prelims, more in Part A Probability) that, by the Central Limit Theorem

(CLD),

>

K
o/\/n
D

for large n, with this approximation becoming exact in the limit n — co. [Here ~ means

2 N(0,1)

“has approximately the same distribution as”.]
We often need the asymptotic (i.e. large 1) distribution of ¢(X), for some function g.
E.g. we may have 0 =1/X and we may want the large sample distribution of 6.
Taylor series expansion of ¢(X) about ¢(u) gives

§(X) = g(p) +(X—mwg' (). (1.1)

By the weak/strong law of large numbers we know that X approaches y as n — co.
Hence we take the Taylor expansion of g(X) about g(y). The first term g(p) is a term
of order 1, it is just a constant independent of 7. The next term is (X — u)g’(u): by the
CLT the X — u part is of order n=1/2 and ¢'(u) is a constant, an order 1 term, so this

1/2

whole term is of order n~'/# — so is small compared to the initial g(y) term. Further

terms in the expansion will be smaller still and we omit them.



Taking the expectation, and the variance, of each side of (1.1),

E[g(X)] = g(pn) + &' (WE[X —p)] = g(n)

var[g(X)] ~ var[g'(u)(X — p)] = &'(1)

since E(X) = u and var(X) = 02 /n.
Also using (L.I), we see that ¢(X) is approximately normal (since it is a linear
function of X, and X is approximately normal), hence

50 2 N (g0, £, 12

We say that this is the asymptotic distribution of g(X), and we call g(u) the asymptotic
mean and g’ (1)%c?/n the asymptotic variance.

The above process is known as the delta method.

Example. Suppose Xj,..., X, are iid exponential with parameter A, so with pdf
f(x;A) = Ae™™, x > 0. Here u = E(X;) = 1/A and ¢? = var(X;) = 1/A%

Let g(X) = log(X). Then with ¢(u) = logu we have ¢’'(1)?> = 1/u? and the mean
and variance in are

Hence ¢(X) = log X 2 N(—log(A),1/n).

The delta method is not restricted to functions of X. Suppose we have some
estimator T, and that we are interested in the estimator g(T). Let E(T) = ur and
var(T) = o2. Then Taylor series expansion of ¢(T) about g(ur) gives

8(T) = g(pr) + (T — ur)g' (pr).

So again taking expectations, and variances, we get E[¢(T)] ~ g(ur) and var[g(T)] ~
¢'(ur)?02, and if T is approximately normal then g(T) is also approximately normal.
An example where T is not X is where T is an order statistic — see the next section.



1.3 Order statistics

The order statistics of data xi,...,x, are their values in increasing order, which we
denote x(1) < xpp) < -+ < X(yy).
The sample median is
X(ns1) if n odd

2
m =

% (x(%) + x(gﬂ)) if n even

and j of the sample is less than the sample median.

Similarly the lower quartile has } of the sample is less than it, and the upper quartile
has % of the sample is less than it. (The lower/upper quartiles can be defined in terms
of X(|n/4]), X(|n/4)+1), - - - » USING interpolation.)

The inter-quartile range (IQR) is defined by

IQR = upper quartile — lower quartile.

SLIDES. Boxplot slides go here.

Definition. The rth order statistic of the random sample Xj, ..., X, is the RV X where

is the ordered sample.

We now assume that the X; are from a continuous distribution so that X(;) < X() <
- < X(y) with certainty. So we have

X(l) = min {Xl}

1<isn

X(2) = second smallest X;

X(n) = maXxX {X,}

1<isn

The median (a RV) is

X( n+1) ].f n Odd

<
I
4

% (X(§) + X(gﬂ)) if n even.
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Distribution of X(r)

Now assume Xj, ..., X, are iid continuous RVs, each having cdf F and pdf f. How do
we find the distribution X,)?
First we do the case r = n: the cdf of X, is

(n)(¥) = P(X(n) <)
=P(X;<x,..., X, <x)
= P(X; < x) .P(X, < x) by independence
= F(x)" aseach X; has cdf F.

Then, differentiating, the pdf of X, is

fony (x) = E(,(x) = nF(x)"" f(x).

Next we do the case r = 1: the cdf of X(y) is

Fay(x) = P(X(q) < )

) S
=1-P(Xy) > x)

=1-P(X;>x,..., Xy >x)

=1—-P(X; >x)...P(X, > x) by independence
=1-[1-F(x)]".

So the pdf of X(y) is
fy (x) = Elpy (x) = n[1 = FO" £ (x).
The following theorem gives the general result.
Theorem 1.1. The pdf of X, is given by

n!

Fin (%) = Gyt gy F ) = PR,

Proof. By induction. We have shown the result for r = 1 (and r = n) above, so assume

it is true at r.



For all r, the cdf F(,) of X, is given by

"o/n ) o
Fy(x) = P(X() < x) = Z (j)F(x)J[l — F(x)]"/
j=r
i.e. the probability that at least r of the X; are < x.
Hence
n r n—r
Foy(3) = Foyy ) = () L= Fol"
Differentiating,

Forn () = fin ) = () PG 1= FGI 1 = nF ()]0

(:) F(x)'[1 —F(x)]" " Y(n—r)f(x) using the inductive hypothesis

n!

rt(n— (;’+1))!

F(x)" D71 — ()" f(x)

so the result follows by induction.

Heuristic method to find f,

Divide (—o0, o0) into 3 parts:

(—o0,x)
[x, X + Ox)
[x + dx, 00

the probability of X; being in this interval is F(x)
the probability of X; being in this interval is approx f(x) éx
) the probability of X; being in this interval is approx 1 — F(x).

For X(,) to be in [x, x + dx) we need

r — 1 of the X; in (—oo, x)
1 of the X; in [x, x + Jx)
n —r of the X; in [x + dx, 00).

Approx, this has probability

(r—1)! 1!.(71 — r)!lc(x)r_1 - f(x) ox - [L = F(x)["".

Omitting the dx gives the density f(,)(x) (i.e. divide by dx and let 6x — 0).

10



1.4 Q-Q plots

Q-Q plot is short for “quantile-quantile plot.” Q-Q plots are sometimes called probabil-
ity plots. A Q-Q plot can be used to examine if it is plausible, i.e. if it is reasonable to
assume, that a set of data comes from a certain distribution.

For a distribution with cdf F and pdf f, the pth quantile (where 0 < p < 1) is the

value x, such that
Xp
[ fwydu=p.

So x, = F~!(p). The name “Q-Q plot” comes from the fact that the plot compares

quantile values.

Lemma 1.2. Suppose X is a continuous RV taking values in (a,b), with strictly increasing cdf
F(x) for x € (a,b). Let Y = F(X). Then Y ~ U(0,1).

[Proof: Prelims/a question on Sheet 1.]

The transformation F(X), sometimes written Fx(X) to emphasise that Fy is the cdf
of X, is called the probability integral transform of X.

Let U ~ U(0,1). We can write the result of the lemma as

F(X) ~ U. (1.3)

In (T.3), ~ means “has the same distribution as”. Applying F~! to both sides of (L.3),
we obtain
X ~ F7H(U).

Lemma 1.3. If U),..., U, are the order statistics of a random sample of size n from a
Uu(0,1) distribution, then

r
n+1

(i) var(U,)) = CESICES)] (1 — n—l—l)

[Proof: a question on Sheet 1.]

(i) E(U,) =

know that p(1 —p)

T €10 e
is maximised over p € [0,1] at p = 3, and hence var(U,)) < ;35 - 5 - 3- So this variance

n

Note that var(Uy,)) = ;15p-(1 — py) where p, = 25 1]

is of order n~1 at most.
The question we are interested in is: is it reasonable to assume that data x1,...,x, are a

random sample from F?

11



By Lemma we can generate a random sample from F by first taking Uy, ..., U, id

U(0,1), and then setting
Xy =FYu), k=1,...,n

The order statistics are then X(;) = F‘l(U(k)), k=1,...,n.
If F is indeed a reasonable distribution to assume for data xi,...,x,;, then we

expect x ;) to be fairly close to E(X (). Now
P (k) Y (k)

E(X() = E[F ' (Ugy)]

"(E[Uw)]) by the delta method
Y(k/(n+1)) by Lemma [L.3(i).

Q

E
F
F

In using the delta method here we are using the fact, from Lemma ii), that Var(ll(k))
is small when 7 is large, so the delta method approximation is fairly good provided n
is fairly large.

So we expect xy) to be fairly close to F~!(k/(n +1)).

In a Q-Q plot we plot the values of xy) against F~'(k/(n+1)), fork =1,...,n. So,
roughly, a Q-Q plot is a plot of observed values of RVs (x(x)) against their expectations
(FY(k/(n+1))).

If the plotted points are a good approximation to the line y = x then it is reasonable
to assume the data are a random sample from F.

[Note: usually (as above) the data x(;) are on the vertical axis; but occasionally the
F~'(k/(n+ 1)) values are plotted on the vertical axis against x) on the horizontal

axis.]
SLIDES. Comparing N(0,1) and ¢ distribution slides go here.

In practice F usually depends on an unknown parameter 6, so F and F~! are
unknown. How do we handle this?

The starting point for all of the following Q-Q plots is the approximation we have
obtained above, written in the form

k
F(x(k)) ~ n+1

where we are assuming that Xj, ..., X;, are iid from F.

12



Normal Q-Q plot

If data x3, ..., x, are from a N(u,0?) distribution, for some unknown p and ¢?, then

we expect, roughly,
k

n+1
where F is the cdf of N(u,c?). Now if Y ~ N(u,0?) then

F(y)ZP(Y<y)=P<H<y_“>=q><V—")

o o o

where @ is the cdf of N(0,1). So (1.4) is
x J—

q>< ® V) ~ K .

o n+1

k
~ -1
X(k) ~ P <1’l—|—1> + u.

_k_
n+1

approximate straight line (with gradient ¢, intercept p).

Hence

So we can plot x;) against O (%), k = 1,...,n, and see if the points lie on an

SLIDES. Normal Q-Q plot slides go here.

Exponential Q-Q plot

The exponential distrbution with mean u has cdf F(x) = 1 —¢ */¥, x > 0. If data
x1,..., Xy have this distribution (with y unknown) then we expect, roughly,

k
F(X(k)> ~ nrl
with F as above. So
1— e *0/H L
n+1
hence
k
X(k) %—‘ulog 1—m .
So we can plot x ;) against —log(1 — Tku) and see if the points lie on an approximate

straight line (with gradient y, intercept 0).

13



Pareto Q-Q plot

The Pareto distribution has cdf

F(x){o ifx<a

1—(%)0 ifx>a

with parameters «, 6 > 0. If data xy, ..., x, have this distribution (with &, § unknown)

then we expect, roughly,

with F as above. So

hence
log x4 =~ lo 06—110 1—L
8k =~ 108 o8 n+1)
So we can plot log x ;) against —log(1 — HLH) and see if the points lie on an approximate

straight line (with gradient 1/6, intercept log «).

SLIDES. Danish fire data slides go here.

1.5 Multivariate normal distribution

[We don’t need to know much about the multiarite normal distribution — an intutive
picture as in the bivariate example below is enough to start with.]

The univariate normal distribution has two parameters, u and ¢?. In the multivariate
case, y and 0 are replaced by a vector # and a matrix .

Firstlet Z = (Zy,...,Z,) where Zy,...,Z, id N(0,1). Then the pdf of Z is

In this case we will write Z ~ N(0,I) where it is understood that 0 is a p-vector of
zeroes and [ is the p x p identity matrix.

14



Now let y be a p-vector and X a p X p symmetric, positive definite matrix, and let ||
denote the determinant of .. We say that X = (Xj, ..., X,) has a multivariate normal
(MVN) distribution with mean vector p and covariance matrix ¥, written X ~ N(pu, %), if
its pdf is

1 1
f(x) = Qo2 P | T E(X—P’)Tz_l("—ﬂ) :

Observe that this pdf reduces to the N (0, I) pdf above when we substitute # = 0 and
=1

If X ~ N(u,Z), then

* E(Xj) = u

° V&lI‘(Xj) = Z]] and COV(X]', Xk) = Z]'k

* if a is any non-random p-vector, then a’X ~ N(a’u,a’Za).

We simply state these properties without proof.
Taking a = (0,...,1,...,0), with the 1 being in the jth place, the third result gives
us that the marginal distribution of X; is X; ~ N(u;, %j;).

Example (Bivariate normal distribution). Suppose p = 2. Let —1 < p < 1 and

() =09

On substituting this # and X into the MVN pdf above, we find that the pdf of (X3, X»)

is
1 -1
f(x1, _X'z) = mexp (M(x% - ZpJC1XQ + X%)), X1,Xp € R.

Here, the marginal distribution of Xj is N(0,1), and similarly X, ~ N(0,1). The
quantity p is the correlation between X; and Xj:

X
corr(Xy, Xp) = cov(X1,X2)  _ 0

V/var(Xy) var(X;)

Also, X; and X, are independent if and only if p = 0.

SLIDES. Bivariate normal slide goes here.
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1.6 Information

Definition. In a model with scalar parameter 6 and log-likelihood ¢(6), the observed
information J(0) is defined by

](9) = BT

When 6 = (6y,...,0,) the observed information matrix is a p X p matrix J(6) whose (j, k)

element is 2

This matrix is symmetric.
Example. Suppose Xj, ..., X, iid Poisson(6). Then we have

n efﬂgx,- 67'1092" X;
likelihood L(0) = =
(6) g x;! [T xi!

log-likelihood  £(6) = —n6 + ) _ x;log 6 — log(] [ xi!)

AC)EDYEY

observed information J(6) = T ¢

Suppose we expand £(6) in a Taylor series about

. o1 A

0(0) ~ £(6) + (0 —0)0'(6) + 5(6 —0)20"(9).

~

Assuming ¢'(6) = 0 we have

~

0(0) ~ £(0) —

~

(6—6)°1(8). (1.5)

N —

The larger | (GA) is, the more concentrated ¢(#) is about 6 and the more information we
have about 6. Note that J(0) is a function of 6 and in the quadratic approximation (L.5),
] is evaluated at 6 = 0.

16



Log likelihood

theta

Figure 1.1. (Following Davison p102): the log-likelihood for an exponential with § =X = ¢~ 1;

4

the curvature increases with n.

Before conducting an experiment we have no data so we cannot evaluate J(6). But
we can find its expected value.

Definition. In a model with scalar parameter 6, the expected or Fisher information is

defined by
d?(

When 6 = (0y,...,60,) the expected or Fisher information matrix is a p X p matrix I(6)

whose (j, k) element is
8%(9))
I(0)x =E| — .
©) < 96,00y

This matrix is symmetric.
Note:

(i) When calculating I(0) we treat ¢ as £(60;X) and take expectations over X (see the
example below), e.g. in the scalar case

o)< £( - £10)

17



where the expectation is over X.

(i) If Xq,..., X, are iid from f(x;0) then I(0) = n x i(6) where i(0) is the expected

information in a sample of size 1. That is, in the scalar case,

£(6:X) = log (ﬁf(xﬁf))) - ilogf(xf;m
j= j=
and so

1(6)

I
]

n 20 i
o~ LIBLOG0) i

2 .
(0 (- Eesfixso)

where

Example. Suppose X, ..., Xy id exponential with pdf f(x;6) = %e‘x/e, x > 0. Note

E(X;) =6.
We have
1 1
L 0 — - *X,‘/G — *ZX,'/G
0 =ITge ™" = ot
£(0) = —nlogf — ngi
_dMe)  n 2% x
JO) ==tz =~ + g -

To find I(0) we treat J(0) as a function of X (rather than x), i.e. treat it as J(6;X), and
then take expectations. So

25 X;
um:5<—;+§;>

n  2&

=
_ 206 since E(X;) =6
_—ﬁ—k—n since E(X;) =

93
n

62"

18



Example. Let X, ..., X, i N(u,0?). So we have a vector of parameters 0 = (u, 0?).

L(y,0?) = (2?) "2 exp 202 Z

((pn,0%) = —Elog (2710?) ;
Differentiating,

{J(0)}1n = —g;f = %

{J(0)}22 = —a(a;f)z = —% + ;;(x

{J(0)}12 = _ay?;(frz) = ;;(xi — ).
So

e =e(-25) =5

2 n
(102 = E( = 5037 ) =~ + 56 LEIX = )

n 1 n 1 n
== _ﬂ + ﬁnvar(Xi) = —— — 2

2
{1(9)}12215(—8}{%572)) :%ZE(Xi—y)ZO

and so

1.7 Properties of MLEs

MLEs are intuitively appealing and have good properties. For example, subject to
certain regularity conditions,

¢ we'll see shortly that

Qo

N6, 1(8)™1) (1.6)



where this is an asymptotic distribution, i.e. a good approx for large n
¢ the asymptotic distribution (1.6)) is centered at 6, i.e. 0 is “asymptotically unbiased”

e 5 0asn — o, ie. we have convergence in probability to the true parameter

value 6 (we won’t prove this)

¢ the asymptotic variance in (1.6) is as small as possible (for an unbiased estimator,
see the SB2a course in Part B).

Invariance property of MLEs

MLE:s also have an invariance property.

Example. Suppose X, ..., X, i Poisson(f). We may want to estimate ¢ = P(X; = 0)
= ¢ % What is the MLE of ¢?

More generally suppose we would like to estimate = ¢(6) where g is a 1-1
function. What is the MLE of ¢?
In terms of ¥ the likelihood L*(v) is given by

L*(p) = [ f(xiig™ (w))
i=1
= L(g™'(¥))-
So
supL"(¥) = sup L(g™ (%))
= sup L(0)

0
and the maximum of L*(t) is attained at the ¢ such that g~ 1(¢) = 0, i.e. at p = ().
That is: § = g(6).

This is known as the invariance property of MLEs. It holds for all g, not just for 1-1

functions.

Example (answer). We previously found that 6 = %. So the invariance property tells us
immediately that ) = ¥ = ¢~ *.
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Iterative calculation of 0

Often, but not always, 0 satisfies the likelihood equation

de ~
E(G) =0. (1.7)
We often have to solve numerically. One way is using Newton—-Raphson.

Suppose 01 is an initial guess for 0. Then

ol dl - 20

= 22(0) =~ —(pO — 9= = (p(0)y.
0= 55(8) ~ S (00) + (E-6©) 1 (6)
Rearranging,
N u(g(O))
6~ 00
I
where U(0) = % is called the score function.
So we can start at 8(0) and iterate to find § using
o+ = 9 4 1) u(e™), n > 0. (1.8)

An alternative is to replace J(#")) by I(6(")) and this is known as “Fisher scoring”.
The above is for a scalar parameter 6. It extends straightforwardly when 6 is the

vector 6 = (6,...,60,): the iterative formula is still (L.8), though in this case J(6) is

the Fisher information matrix defined earlier and U(6) is the score vector defined by

UW):Q%P”é%ﬂ.

Asymptotic normality of 0

First let 6 be a scalar and consider the MLE 8 = 8(X), a RV. Subject to regularity

conditions,
{1(6)}/2(6 - 0) 2 N(0,1)

as sample size n — co. Note that on the LHS, both I(#) and 6 depend on n. Here 5
means “converges in distribution”.
So for large n we have
0~ N(6,1(6) ). (1.9)
The approximation (1.9) also holds when 6 is a vector, we just need to remember that

we have a MVN with mean vector § and covariance matrix I(6) .
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In our sketch proof of asymptotic normality we use Slutsky’s theorem (we state this

theorem without proof). The notation L denotes convergence in probability.

Theorem 1.4 (Slutsky’s theorem). Suppose X, B X and Yy L casn — oo, where c is
constant. Then (i) X + Yn = X + ¢, (ii) Xn Yy 2 X, (iii) Xp/ Yy 2 X/cif ¢ # 0.

Sketch proof of asymptotic normality (6 scalar). Assume 8 solves

%((3) =0
Then
0= %(A) ~ ‘”;(99) + (60— e)dzgg@
— u(e) @~ 0)](0)
So
)20 - 0) ~ (1(0)}17 Lf(f)) - des ey (1.10)
First consider the numerator in (T.10): U(#) = 4 and ¢(9) = Y log f(X;0), so

where U;(0) = %logf(X]';G) areiid forj=1,...,n.
Now 1 = f _oooo f(x;0)dx. [This integral, and the ones below, are all over the interval
(—o0,00)]. So differentiating once wrt 6, and then again,

0—/dfd /( logf>fdx (1.11)

0= /(;92 10gf>fdx+/< logf) fdx. (1.12)

From (L.11), 0 = E(U;).
From (1.12), 0 = —i(0) + E(U]-Z).
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Hence
E(U)=0

var(U) = i{var(uj) =ni(0) = I1(0).
j=

So, applying the CLT to the sum U = }7i", U,

n U
ue) _ L= Uj B N(0,1) asn— . (1.13)

{1(0)}1/2 {var(xq U;)}2

Next consider the denominator in (L.10): let Y; = ;—;2 log f(X;;0) and puy = E(Y;).
Then " —
jO) _ XY Y

10) — npy  py’
By the weak law of large numbers (Prelims/Part A Probability), Y converges in proba-
bility to 1y as n — oo, written Y - piy. Hence

J(6)

P
@ —1 asn — oo. (1.14)

Putting (1.10), (1.13) and (1.14) together using Slutsky’s theorem (part (iii)), we have

{1(0}/2(6-0) B N(0,1) asn — . 0

The regularity conditions required for the proof include:

¢ the MLE is given by the solution of the likelihood equation

* we can differentiate sufficiently often wrt 6

¢ we can interchange differentiation wrt 6 and integration over x.

This means that cases where the set {x : f(x;60) > 0} depends on 6 are excluded. E.g.
the result does not apply to the uniform U(0, ) distribution since the range 0 < x < 6
on which f > 0 depends on 6.
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2 Confidence Intervals

Introduction

We start with a recap, some of it brief, from Prelims.
Any estimate, maybe a maximum likelihood estimate 0 = g(x), is a point estimate,

i.e. just a number. We would like to assess how accurate/precise such an estimate is.

Definition. Let 0 < « < 1. The random interval (a(X), b(X)) is called a 100(1 — )%
confidence interval (CI) for 6 if

P(a(X) <8 <b(X)) =1—a.

Note: a(X) and b(X) are not allowed to depend on 6.

We also call (a(X),b(X)) a CI with confidence level 1 — .

The random interval (a(X), b(X)) is an interval estimator. The corresponding interval
estimate is (a(x), b(x)), which is a numerical interval — it is just the numerical interval
for a particular set of data.

In words: the interval (a(X),b(X)) traps 6 with probability 1 — a.

Warning: the interval (a(X), b(X)) is random and 0 is fixed.

Most commonly people use 95% confidence intervals, i.e. « = 0.05.

Interpretation: if we repeat an experiment many times, and construct a CI each
time, then (approx) 95% of our intervals will contain the true value 0 (i.e. we imagine
“repeated sampling”).

Notation: for « € (0,1) let z, be such that P(N(0,1) > z,) = «,i.e. 1 —®(z,) =
and s0 z, = @7 1(1 —a).

Example. Suppose X, ..., X, iid N(u,0?), where u is unknown and ¢ is known. Then
p ppP M, 0 M 0

- 0y — ()]
<X - Za/ZW/ X+ Za/2ﬁ>

is a 1 — a CI for p. Write this interval as (X & za/z%).
Why is this a 1 — a CI? First, recall that if Xj, ..., X,, are independent, X; ~ N(y;, 0'1-2),
and a4, ...,a, are constants, then

n n n
Y aiXi ~ N()_aipi, )_aior). (2.1)
i=1 i=1 i=1
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In our example X; ~ N(u,0¢), and using we obtain X ~ N(u,

X —
(To/\f

~ N(0,1).

Hence

X—u
Pl —zgp<—L < =1-
( Zy/2 Uo/\/ﬁ Za/2> x

and after rearranging the inequalities we get

P(X Zy/2—— <V<X+Za/200):1_“-

Vn v

Hence our Clis (X £z, /2%). This is a central (equal tail) CI for u.

One-sided confidence limits

With the setup of the example above, we have

X—pu .
P(Uo/\f Za>_1 :

P<y<X+za\(;%> =1—u

SO

%3 ). Standardising,

and so ( — o0, X + z, f) is a “one-sided” CI, and X + z, % f is called an upper 1 — «

confidence limit for p.
Similarly

P<y>X—za\(;Oﬁ> =1—u

and X — z, % \f is a lower 1 — « confidence limit for p.

2.1 ClIs using CLT

There were plenty of examples of finding Cls using the CLT in Prelims, e.g. opinion

polls.

SLIDES. Opinion poll slides go here.
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2.2 ClIs using asymptotic distribution of MLE

For large 1, we have /1(0)(6 — ) 2 N(0,1). Hence

P<—zm< ,/1(9)(§—e)<za/2> ~1—a 2.2)

Rearranging,

P(@— 202 g o4 202 )%1—0&.
1(6) 1(6)

In general I(#) depends on 6, so 0 + Z“I/é)) are not suitable for a(X) and b(X).

Following the procedure developed in Prelims, we estimate I(0) by I(8) [or by J(6)]

and so obtain an approximate CI of

§+ w2 (2.3)
1(0)1/2

[or alternatively (§j: Z“]/(%))].

[Why does replacing I(6) by 1(8) work?
A\ 1/2
(6) B

First, we are assuming 0 5 0 and that I (0) is continuous, hence %

(Results of this type, but maybe not this exact one, are part of Part A Probability.) So

~ 1/2
1(0)V2(6 —6) = (ﬁgg) x 1(6)"2(6 — )

where in the product on the RHS the first term is converging to 1 in probability and
the second term is converging to N (0, 1) in distribution. Hence by Slutsky’s Theorem
part (ii) the LHS converges to 1 x N(0,1), i.e.

10)V2@-0) B N(0,1). (2.4)

~

Result tells us that holds with I(6) by I(6). Then the same rearrangement as

that following leads to the CI (2.3).]
Example. Let X,..., X, id Bernoulli(6). Then 0 = X and 1(0) = and the

interval (2.3) is (é\i Za/2 6(1;16))'

9(1119)
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Suppose n = 30, n = 5. Then the above formula gives a 99% interval of (—0.008, 0.342),
i.e. the interval contains negative values even though we know 6 > 0!

We can avoid negative values by reparametrising the problem as follows. Let
¥ = g(0) = log 15, so ¢ is the “log odds”. Since 6 € (0,1) we have ¢ € (—c0, ), s0

using a normal approx can’t produce impossible i values. Now 6 2N (9, 9(1”_ 9)> and
the delta method gives

~D 6(1—0

p~N (w, = - )g/(9)2> : (2.5)
We can use to find an approx 1 — a CI for ¢, say (1, ¢2), i.e. P(1 < ¢ < ) =
1 — «. Then, since 60 = %,

p ell’l 0 e‘lJZ p )
<1—|—e¢1< <1+e‘/’2>_ (1 <y <) =1-u
This CI for 6 definitely won’t contain negative values.

2.3 Distributions related to N(0,1)

Definition. Let Z4,...,Z; iid N(0,1). We say that Y = Z% + -+ + Z2 has the chi-squared

distribution with r degrees of freedom. Write Y ~ x?2.

It is not hard to show that a x2 is the same distribution as the Gamma( 5, %)
distribution, with pdf

1 r/2=1,-y/2

f(y)zmy , y>0.

We won’t need this pdf — what is important is that a chi-squared distribution is a sum
of squared iid N(0,1)’s.

If Y ~ x2, then E(Y) = r and var(Y) = 2r.

If Y1 ~ x? and Y, ~ x? are independent, then Y; + Y2 ~ x2,,.

SLIDES. Plot of x2-pdfs goes here.

Example. Let Xj,..., X, i N(0,0?). Then % ~ N(0,1) and

g

n 2
Zi:l Xi ~ XZ
o? "
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Hence
nox2
P(Cl<’_12’<cz) =1—«
o

where ¢y, ¢; are such that P(x2 < ¢1) = P(x3 > ¢2) = %. So

2 2
P(Z?lxi <0.2< 17'11Xi> —1—a
Co C1

and we’ve found a 1 — « CI for ¢ (an exact interval).
Definition. Let Z ~ N(0,1) and Y ~ x? be independent. We say that

_Z
Y/r

has a (Student) t-distribution with r degrees of freedom. Write T ~ t,.
If T ~ t,, then the pdf of T is

1
f(t)o<(1+t2)(r+1)/2, —oo < t < oo.
r

As with the x? distribution, we won’t need this pdf — what is important is the definition
of t, in terms of x? and N(0,1).
As r — oo, we have ¢, B N(0,1).

SLIDES. Plot of t-pdfs goes here.

2.4 Independence of X and S? for normal samples

Suppose Xj, ..., Xy, M N(, 0?).

Consider X = 1y, X;, the sample mean, and S? = 15 Y, (X; — X)?, the sample

variance.
Theorem 2.1. X and S? are independent and their marginal distributions are given by
(i) X~ N(p, )

.. — 2
(ii) % ~ Xn-1-
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Proof. Let Z; = (X; —u)/o,i=1,...,n. Then Z4,...,7Z, id N(0,1), so have joint pdf

n
L 2p —n/2 ,—Y,;22/2 n
f(z) =[] —==e /%= (2m) "2 Li%/2, zeR" (2.6)
-1 \V21
We now consider a transformation of variables from Z = (Zl,...,Zn)T toY =

(Yy,...,Y,)T (Part A Probability).

Letz = (z1,...,20)T, y = (y1,...,yn)', and let y = Az where A is an orthogonal
n x n matrix whose first row is (ﬁ, e ﬁ)

[A orthogonal: ATA = I, where I is the n x n identity matrix.]

Since z = ATy, we have 9z;/dy; = aj; and hence the Jacobian is | = J(y1,...,yu) =
det(AT), hence |J| = 1. [Since dz;/dy; = aj;, the Jacobian matrix of partial derivatives is
AT, and so the Jacobian that we need is the determinant of this, i.e. ] = det(AT). Then,
since AT A = I, taking determinants gives det(A)? = 1, and hence |J| = 1.]

We have

n n
ny =yly=2"ATAz =2"z = Z 2, (2.7)
i=1 i=1

Hence the pdf of Y is
8(y) = f(z(y)) - ]l
= (27m) "2 Li¥i/2 .1 using ([26), and |]| = 1.

Hence Yy,...,Y, iid N(0,1).

Now ;
1 —
Y; = (firstrow of A) x Z=—=) Zi=/nZ
nis
and then
n o n — n n
Y (Zi-ZP?=YZ}—nZ =Y Y} -Yi =) Y
i=1 i=1 i=1 i=2

So we have shown that
* Yi,...,Y, are independent
* Z is a function of Y; only
* Y" (Zi— Z)?is a function of Y3,...,Y; only

and hence Z and Y/ ;(Z; — Z)? are independent.
Therefore X and $? are independent since X = 0Z + p and 52 = -Z- Y (Z; — Z)>.

n—1
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Finally,

(i) [know this from Prelims] Y; ~ N(0,1),s0 X =0Z+u = -EY; +pu ~ N(y, ‘772)

v
(11) =Y1(Z )2 =Yio Yiz ~ Xifl' [
So for Xi,..., X, id N (u,0?) we have, independently,
f/:/% ~N(0,1) and (”_021)52 ~ 2. 2.8)
Usmg / f as the N(0,1) and -5 ) as the x? in the definition of a t-distribution, we
obtain the important result that B
Sk~ 29)

(since the unknown ¢ in the numerator and denominator cancels).

Observe that estimating o by S takes us from the N(0,1) distribution in (2.8) to
the t,,_1 distribution in (2.9).

The quantity T defined by T = ¢ / f
a pivot is a function of X and the parameter 6 whose distribution does not depend on 6.

is called a pivotal quantity or pivot. In general,

In the case of T, 8 = (u,0?) and the distribution of T is t,_1. In the example below we
use T to find a CI for  when ¢? is unknown.

We can get other exact Cls in similar ways. From part (ii) of the theorem, M
is also a pivot (with a x2_; distribution). We can use it to find CI for 02 (see Problem
Sheet 2).

Example. Suppose Xj, ..., X, iid N(u,0?).

P(— @) < 5L <tia(®) =10

where t,_1(5) is the constant such that P (t,_1 > t,_1(5)) = 5.
Rearranging the inequalities,

Since W ~ t,_1 we have

< S < S
P<X— tnfl(%)ﬁ <p <X+ tnl(g)\/ﬁ) =1-ua
Hence (X £ tn_l(%)%) isal—a CI for .
SLIDES. Sleep data slides go here.
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3 Hypothesis Testing

3.1 Introductory example: t-test (Sleep data)

Consider the number of hours of sleep gained, given a low dose of the drug, by the 10

patients:
07, =16, -0.2, -1.2, -0.1, 3.4, 3.7, 0.8, 0.0, 2.0.

Do the data support the conclusion that (a low dose of) the drug makes people sleep

more, or not?

¢ We will start from the default position that the drug has no effect,

¢ and we will only reject this default position if the data contain “sufficient evidence”

for us to reject it.
So we would like to consider
(i) the “null hypothesis” that the drug has no effect, and
(ii) the “alternative hypothesis” that the drug makes people sleep more.

We will denote the “null hypothesis” by Hy, and the “alternative hypothesis” by H;.
Suppose X3, ..., Xy iid N(u,0?) with u and ¢ unknown.

We interpret Hy and H; as follows:
* Hj says that “u = uo (and ¢? is unknown)”
* Hj says that “u > po (and ¢? is unknown)”

where g = 0 for the sleep data example, but yy might be non-zero in other examples.

Let B
_X—Ho

= v

The idea is that a small/moderate value of f,,s is consistent with Hy (here “small”

tobs = t(x)

includes negative values of t,,5). Whereas a very large value of ¢, is not consistent
with Hy and points us towards H; (since X, and hence ¢, will tend to be larger under
Hj as y > po under Hy).

For the sleep data, t,,s = 1.326. [x = 0.75, yp = 0, s> =32, n = 10.] Is this tops
large?

Let _
X — “I/lo

S/Vn’
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If Hy is true then ¢(X) ~ t,_1. So if Hp is true then the probability of observing a value

of #(X) of typs Or more is

p= P(t(X) = tobs)
= P(to > 1.326)
= 0.109.

[The value of P(t9 > 1.326) can be obtained using R by typing

1 - pt(1.326, 9)

ie. 1— Fy(1.326), where Fy is the cdf of a t9 distribution. Alternatively, from statistical
tables, P(t9 < 1.383) = 0.9 and so P(t9 > 1.326) is just a little more than 0.1. Knowing
that p is a bit more than 0.1 is accurate enough for us here.]

This value of p is called the p-value or significance level.

The value p = 0.109 is not particularly small. Assuming Hj is true, we’d observe a
value of £(X) of at least 1.326 over 10% of the time, which is not a particularly unlikely
occurrence. So we do not have much evidence to reject Hy, so we’ll retain Hy, our
conclusion is that the data are consistent with Hy being true.

We are really examining whether the data are consistent with Hy, or not. So
usually we speak in terms of “rejecting Hy” or “not rejecting Hp”, or of the data
being “consistent with Hyp” or “not consistent with Hy” (rather than “accepting Hy” or
“accepting Hy”).

Wasserman (2005) puts it this way: “Hypothesis testing is like a legal trial. We
assume someone is innocent unless the evidence strongly suggests that [they are] guilty.
Similarly, we retain Hy unless there is strong evidence to reject Hp.”

The other half of the sleep data is the number of hours of sleep gained, by the same

10 patients, following a normal dose of the drug;:
19, 08, 1.1, 0.1, —0.1, 44, 55, 1.6, 46, 34.

Is there evidence that a normal dose of the drug makes people sleep more (than not
taking a drug at all), or not?

Consider the same assumptions about Xj, ..., X, and the same Hy and H;.

This time we have

Fops = ~ 10
obs T 5/ /n
[Xx =233, 190 =0,s>=4.0,n=10.]

= 3.68.
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If Hy is true, then the probability of observing a value of #(X) of 3.68 or more is

p = P(t(X) > 3.68)
— P(ty > 3.68)
= 0.0025.

This value of p is very small. Assuming Hj is true, we’d observe a value of {(X) of at
least 3.68 only 0.25% of the time (i.e. a very rare event). We can conclude that there is
strong evidence to reject Hy in favour of the alternative hypothesis H;.

How small is small for a p-value? We might say something like:

p < 0.01 very strong evidence against Hy
0.01 < p <0.05 strong evidence against Hy
0.05 < p <01 weak evidence against Hy

01<p litte or no evidence against Hy

[This table from Wasserman (2005).]

One-sided and two-sided alternative hypotheses

The alternative hypothesis H; : u > po is a one-sided alternative. The larger ¢, is, the
more evidence we have for rejecting Hy.

Consider testing Hy : p = po against H; : u < po. This alternative H; is also
one-sided, and the p-value would be p = P(t,_1 < tops)-

A different type of alternative hypothesis is Hy : u # po. This is a two-sided
alternative. If t.,; was very large, i.e. very positive, then that would provide evidence
to reject Hp. Similarly if ¢,ps was very small, i.e. very negative, then that would also
provide evidence to reject Hy. Let

f—‘uo
s//n|

The p-value for a test of Hy : 4 = o against the alternative Hy : y # pg is the probability,

to = ’tobs| =

under Hy, that #(X) takes a value at least as extreme as tps, i.e. the p-value is

= P([t(X)] = to)
= P(t(X) = to) + P(t(X) < —to)
= 2P(H(X) > to).
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Note: this p-value, and the other p-values above, are all calculated under the assumption
that Hy is true. In future we will write things like p = P(#(X) > tops | Ho) or p =
P(|t(X)| = to | Ho) to indicate this.

3.2 Tests for normally distributed samples

Example (z-test). Suppose Xi,..., X, iid N(u, (72), where p is unknown and where
2

0% = 02 is known.
Suppose we wish to test Hy : y = pp against Hy : 4 > po. Then we can use the test
statistic —
z=%"I
oo/ /1
If Hy is true then Z ~ N(0,1).
Let -
Zobs = oy
oo/ /1

A large value of zps casts doubt on the validity of Hy and indicates a departure from Hy
in the direction of Hj. So the p-value for testing Hy against H; is

p = P(Z > zgps | Ho)
= P(N(O,l) Z Zobs)
=1- cID(Zobs)'

The z-test of Hy : u = 1o against H! : u < ug is similar but this time a small, i.e.
H = Ho ag 1-H<H
very negative, value of zps casts doubt on Hy (in the direction of Hj). So the p-value is

P/ - P(Z < Zobs | HO)
P(N(O,l) < Zobs)
q)(zobs>-

Finally, consider testing Hy : u = o against Hy : u # po. Let 29 = |zobs|. A large
value of zj indicates a departure from H (in the direction of HY), so the p-value is

p" = P(|Z| > zo | Ho)
= P(N(0,1) > z9) + P(N(0,1) < —=zp)
= 2(1 — D(2obs))-
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Example (t-test). This example is really a repeat of Section But it is included to
show the similarities with the previous example (z-test). The setup is as for the z-test
except that here ¢ is unknown, the test statistic T below replaces Z, and the cdf of a
t,—1 distribution replaces ®.

Suppose Xi,..., X, LS (1, 0?) and assume both y and ¢ are unknown. Consider

testing Hp : 4 = po (and ¢ unknown) against three possible alternatives:
(i) Hy:p > po (and ¢ unknown)
(i) Hj: u < po (and o* unknown)

(iii) H : p # po (and 0 unknown).

We can use the test statistic

S/vn’

If Hy is true then T ~ £,_1.

Let tops = £H(x) = f;\/”% and to = |tops|- Then, as in Section

(i) for the test of Hy against Hj, the p-value is P(t,_1 = tops)

(ii) for the test of Hy against Hj, the p-value is P(t,_1 < tobs)
(iii) for the test of Hy against Hy/, the p-value is 2P(t,_1 > ty).

SLIDES. Slides on normal tests go here.

3.3 Hypothesis testing and confidence intervals

SLIDES. Slide on hypothesis testing and confidence intervals goes here.

The maize data example suggests a connection between hypothesis testing and
confidence intervals: the connection appears to be that the p-value of a test of Hy : p =
to being less than « is equivalent to the corresponding 100(1 — a)% confidence interval
not containing .

We will illustrate the connection with a proof of this in one particular case.

Example. Suppose X, ..., X, is a random sample from N(u,0?), where both y and ¢
are unknown.

We have already seen that:
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(i) a 100(1 — a)% confidence interval for y is given by

<xi jﬁtn_l(a/z)> (3.1)
(ii) for the t-test of u = o against p # o, the p-value is p = P(|t,—1| > to), where
to = |72

So

p<a << tp>t,1(a/2)

X — o X—po _
= S/ > t,-1(a/2) or s/ < —ty-1(a/2)
= o <f—itn_1(oc/2) or pHy>Xx-+ intn_l(uc/2).

v v
That is, p < a if and only if the CI does not contain py.

3.4 Hypothesis testing general setup

Let Xi,..., X, be a random sample from f(x;0) where 6§ € © is a scalar or vector
parameter.

Suppose we are interested in testing
¢ the null hypothesis Hy : 6 € O
¢ against the alternative hypothesis Hy : 6 € ©

where @y N @1 = @ and possibly but not necessarily @y U ®; = ©.

Suppose we can construct a test statistic t(X) such that large values of #(X) cast
doubt on the validity of Hy and indicate a departure from Hj in the direction of Hj.
Let tops = £(x), the value of #(X) actually observed. Then the p-value or significance level
is p = P(t(X) = tops | Ho)-

Note: p is calculated under the assumption that Hy is true. We write P(... | Hp) to
indicate this.

A small value of p corresponds to a value of t,,; unlikely to arise under Hy and is
an indicator that Hy and the data x are inconsistent.

Warning: The p-value is NOT the probability that Hy is true. Rather: assuming Hy
is true, it is the probability of #(X) taking a value at least as extreme as the value tps

that we actually observed.
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A hypothesis which completely determines f is called simple, e.g. 8 = 6. Otherwise
a hypothesis is called composite, e.g. 8 > 6y or 8 # 6y. [Here “completely determines”
means a hypothesis corresponds to a single function f, not a family of such functions.
So e.g. saying that something is an “exponential distribution” does not completely
determine f, it only determines the family to which f belongs, there are infinitely many

members of that family, one for each parameter value 6 € (0, 0).]

iid

Example. Let Xj,..., X, ~ N(u,0?) with u and ¢ both unknown, so 8 = (u,0?). Then

Hp : = pg is a composite hypothesis because it corresponds to @y = {(y,0?) : u =
po, 0> > 0} and this set contains more than one value of 0.

In a case like this 0 is called a nuisance parameter.

Suppose we want to make a definite decision: i.e. either reject Hy, or don’t reject Hp.
Then we can define our test in terms of a critical region C C R" such that:

¢ if x € C then we reject Hy

¢ if x ¢ C then we don’t reject Hy.

Errors in hypothesis testing

There are two possible types of error:
¢ type I error: rejecting Hy when Hy is true

¢ type Il error: not rejecting Hy when H, is false.

don’t reject Hy  reject Hy

Hy true v type I error
Hy false  type II error v

[Here, v/ means “correct decision made”.]
First, consider testing the simple Hy : 0 = 0y against the simple H; : 6 = 0;.
The type I error probability «, also called the size of the test, is defined by

a = P(reject Hy | Hp true)
= P(X eC | 90).
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The type II error probability B is defined by

B = P(don’t reject Hy | Hy true)
=P(X¢Clb)
and 1 — B = P(reject Hy | Hj true) is called the power of the test.
Note: power = 1 — B = P(X € C| H;) which is the probability of correctly detecting

that Hy is false.
If Hy is composite, Hp : 0 € ©p say, then we define the size of the test by

a=sup P(X e C|0).
0€®y

If H; is composite then we have to define the power as a function of 0: the power
function w(0) is defined by

w(0) = P(reject Hy | 8 is the true value)
= P(XeC|o).

Ideally, we’d like w(0) to be near 1 for Hy-values of 0 (i.e. for § € ©®1) and to be near 0
for Hy-values of 6 (i.e. for 6 € ©y).

Warning: A large p-value is not strong evidence in favour of Hy. A large p-value
can occur for two reasons: (i) Hy is true or (ii) Hy is false but the test has low power.

3.5 The Neyman-Pearson lemma

Consider testing a simple null hypothesis against a simple alternative:
Hy:0 =09 against Hj:0 = 0. (%)

Suppose we choose a small type I error probability « (e.g. « = 0.05). Then among tests
of this size we could aim to minimise the type II error probability B, i.e. maximise the
power 1 — B. Note that if we do this (as in the Neyman-Pearson lemma below) then Hy
and Hj are treated asymmetrically.

Theorem 3.1 (Neyman-Pearson lemma). Let L(6;x) be the likelihood. Define the critical
region C by
L (90; X)
—_= . <
¢ {x L(61;x) k}
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and suppose the constants k and « are such that P(X € C| Hp) = a. Then among all tests

of (%) of size < a, the test with critical region C has maximum power.

Equivalently: the test with critical region C minimises the probability of a type II

error.

Proof. [Proof below for continuous RVs, for discrete RVs replace [ by }_.]

Consider any test of size < &, with a critical region A say. Then we have

P(X € A|Hy) < a.

The critical region C is one possible A. Define

pr(x) = {1 ifxe A

0 otherwise

and let C and k be as in the statement of the theorem. Then

0 < {¢c(x) = ¢a(x) } [L(01;%) — ¢L(60;x)]

since {...} and [...] are both > 0 if x € C, and both
[That is, if x € C, then ¢c(x) — pa(x) =1 — pa(x)
from the definition of C. Similarly, if x € C, then ¢c(x) — pa(x)
L(61;x) — £L(6p;x) < 0 from the definition of C.]
So

N

Oif x ¢ C.

WV

0< / {pe(x) — pa(x) Y [L(01;%) — LL(80;x)] dx

=P(XeC|H))—P(XeA|H)
—1[P(X € C|Hp) — P(X € A|Hy)].

Now P(X € C|Hp) =@, so [...] in (3.3) is > 0 by (3.2). Hence

0<P(XeC|H))—P(XeA|H).

0, and L(61;x)
—¢pa(x) <0, and

(3.2)

— +L(6p;x) =0

(3.3)

Thus P(X € C|H;) > P(X € A|Hy), i.e. the power of the test is maximised by using

critical region C.

O

The test given by the NP lemma is the most powerful test of (). Its critical region C

is called the most powerful critical region or best critical region.
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Example. Suppose Xj, ..., X, is a random sample from N(p,02) where 07 is known.
Find the most powerful test of size & of Hy : 4 = 0 against H; : p = p1, where p; > 0.

Note: Hj is the hypothesis that i takes one particular value — the value y;. Also, we
are assuming that 02 = 3 is known. So H; is a simple hypothesis and the NP lemma
applies.

For a general value of y, the likelihood is

. 1
L) = (270d) ™ Zexp | — 2y Y — 2],
0

Step 1: by the NP lemma, the most powerful test is of the form

L(0;x) <k

ject Hy — <
reject Hy L(#x) 1

where kj is a constant (i.e. does not depend on x). Now

L(0;x) 1 2] [ 1 2]
Sk T 2 ‘ 52 i~ <k
L(p1;x) ! p { 202 le exp 207 Z(x H1) 1

1
< exp [M (—inz—i—inz—Zyl in—f—ny%)} <k
0

1
< 72(—2]/111’17—{- ny%) < kz
203

= —mx < k3

= x=c

where ki, ky, k3, c are constants that don’t depend on x — all that matters is that they
don’t depend on x, they can depend on 1,03, . ... So the form of the critical region is
{x:X > c}. [Note: if the alternative hypothesis was Hj : u = p11, where p; < 0, then
the final line of our iff calculation would give a critical region of the form {x : ¥ < c}.]

Step 2: we now choose ¢ so that the test has size a:

a = P(reject Hy | Hy true)
= P(X > c¢| Hp).
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If Hy is true then X ~ N(0,03/n). So

P(7>C|H0)

P

3

(Uo/\f
- P(N(O,l) >

o /C\/ﬁ >

= z4. So the required value of ¢ is ¢ = z,0p/+/n and the most powerful

Cz{x:x}zj/?}.

E.g. the most powerful test of size 0.05 rejects Hy if and only if ¥ > 1.6400/+/n.

and hence o \F

test has critical region

We will now calculate the power function of this test:

w(u) = P(reject Hy | p is the true value)

— P<X > Za%0 y)

Vn
X—p
=P —= >z, —
(Uo/\f :
and if u is the true parameter value then =~ / f ~ N(0,1), so

w(i) = P(N(O,l) >z, — UO/V\/E>
- _CD<Z“ - cfo/yx/ﬁ)'
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0.0

Figure 3.1. The power function w(y) when a = 0.05, 0p = 1, n = 100.

3.6 Uniformly most powerful tests

Consider testing the simple Hy : 6 = 6 against the composite alternative H; : 6 € ©;.

Let 6; € ©;.

When testing the simple null § = 6y against the simple alternative 6 = 6;, the critical
region from the NP lemma may be the same for all §; € ®;. If this holds then C is said
to be uniformly most powerful (UMP) for testing Hy : 6 = 6y against H; : 6 € ©y.

We can often find UMP tests of simple null hypotheses against one-sided alterna-
tives, but not when testing against two-sided alternatives.

Example. In the example in Section 3.5/ we have the same C = {x: X > z,00/+/n} for
each y; > 0. Hence this C gives a UMP test of Hy : y = 0 against Hy : y > 0.

SLIDES. Slides on insect traps example go here.

Example. In this example we will: (i) construct another UMP test, (ii) show that not all
sizes a are possible, (iii) do a sample size calculation.

(i) Suppose Xi, ..., X, Y Poisson(A). Consider testing Hy : A = 1 against Hy : A =
A1, where A < 1.

The likelihood is
e*/\Axi ean)\in

LX) =11 =
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From the NP lemma, we should

L(1;x)
L(Ay;x)
—n
<
e~"M A)l:x"

Yx;
<= i <k
/\1 X A2

<— in <k sincel/A >1

reject Hy <= <y

where k, ki, k, are constants that don’t depend on x.

With critical region C = {x: Y_x; < k}, the size of the test is given by

a = P(reject Hy | Hy true)

=P(YX; <k|A=1).

This critical region C does not depend on which value of A; < 1 we are considering,
so it gives a UMP test of Hy : A = 1 against Hy : A < 1.

(i) If Hy is true, then )" X; ~ Poisson(n). Wlog k can be an integer, and then we have

— P X <k[A=1)
P(P01sson( ) < k)

So if n = 5 the possible values of a are « = 0.0067,0.04,0.12,0.26, ..., if k =
0,1,2,3,.... That is, not all sizes « are possible — this occurs because our test
statistic ) X; is a discrete RV. This discreteness issue does not affect the p-value: if

we let tops = ) x;, then the p-value of data x is

fobs e*)’ln]'
ZX tobs | Ho) = P(Poisson(n) < tgps) = Z F
j=0 /J°

(iii) Suppose that, before collecting any data, we want to determine a suitable sample
size. Suppose we want &« = 0.01 and that we also want to ensure a power of at
least 0.95 at A = 1. How large should n be?
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As above, our test is of the form: reject Hy <= }_x; < k. We want k such that

0.01 = P(reject Hy | Hy true)

= P(}_X; <k|Ho)
B YXi—n _k—n
‘P< <)

and, by the CLT (i.e. for large n), if Hy is true then ZXi\/’E_” g N(0,1), so

0.01 ~ P(N(O,l) < k\;;)
()

Now @®(—2.326) = 0.01, hence 52 ~ —2.326, so k ~ n — 2.326+/n.

§\

The power requirement is w(%) > 0.95, so

0.95 < w(1)
= P(reject Hy|A = 1)
—P(YX < n—2326f|A )

\/n/2 < vn/2

and, by the CLT (i.e. for large n), Z%/Z ~ N(0,1) if A

n/2 —2.326\/ﬁ>
vVn/2 ’

Now @(1.645) = 0.95, so we require

I
N[—=
J

92}

o

0.95 < @(

n/2—2.326y/n
Vn/2

> 1.645

which gives

Vi =2 <2 326 + 16\;;) <<1>1(0.99) + q)_i(g%)>

i.e. /n > 6.98,s0n > 48.7. So the recommended sample size would be n = 49.
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3.7 Likelihood ratio tests
We now consider testing
¢ the null hypothesis Hj : 6 € O
* against the general alternative H; : 0 € ©.

So now Hy is a special case of Hi: we say that the statistical model under Hj is “nested
within” H; (i.e. @ C ©). We want to see (i.e. test) if simplifying to the Hyp-model is
reasonable.

The likelihood ratio A(x) is defined by

su L(6;x
Ax) =~ Pieen 2T (0. ) (3.4)
supyce L(0;X)
A (generalised) likelihood ratio test (LRT) of Hp against H; has critical region of the form
C = {x: A(x) < k}, where k is a constant.

For a test of size « we must choose k so that

sup P(A(X) <k|0) =ua.

€O
So in principle we must look at the distribution of A(X), or use an approximation, to
determine k. In practice this means either (i) we simplify the inequality A(X) < k to an
inequality in terms of a function of X whose distribution we know exactly (see the next
example), or (ii) we use the approximate x2-distribution of —2log A(X) (see further
below).
Example. Suppose X, ..., X, iid N(u, (72), where y and 02 are unknown. Consider
testing

* Hp:u = o, with any 02 > 0
e against Hy : u € (—o0, ), with any 02 > 0.

Here the likelihood is
1
2 2N —n/2 2
L(p,0%) = (2mo?) " 2exp | — 552 Z(x,' —u)*|.

For the numerator of (3:4) we maximise L over 0> with u = i fixed. The maximum

isato? =02 = 1Y (x; — po)>
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For the denominator of (3.4) we maximise L over u and ¢?. The maximum is at
p=u=x02=0>=L1y(x—x)>2
Subsituting these values into the likelihood we obtain
(x) - L 7
(#,02)
—-n/2 _
[ZE Y (xi — po)?] e/
B S = m)2] e

e

Now note that Y (x; — po)? = Y (x; — X)? + n(X — po)?. (To see this write Y(x; — u)? =
Y{(x;i —X) + (X — po) }?, expand the RHS and then simplify.) Then substituting into
the expression for A(x) gives

So the test is:

reject Hy <= A(x) <k
X — }10

s/\/n

This is the familiar ¢-test, so we know that we should take k; = t,,_1(a/2) for a test of

= > k.

size « (i.e. we know the exact distribution of a function of A(x)).

Likelihood ratio statistic

The statistic A(X) defined by
A(X) = —2log A(X)

is called the likelihood ratio statistic. In terms of A, the critical region of the LRT becomes
{x: A(x) > c}, for some constant c.
If Hy is true then, as n — oo, we have

AX) B 2 (3.5)
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where p = dim® — dim®y. Here dim© is the dimension of the whole parameter
space, which we can think of as the number of independent parameters in ©. Similarly,
dim @y is the dimension of @.

For a test with approximate size a, we reject Hy if and only if A(x) > ¢ where c is
such that P( X% > ¢) = a. [Using notation similar to what we’ve used before, we might
write ¢ = X%(a).] The size is approximately a because the distribution is approximately

)(f,, assuming that we have a large sample.

Why is true? (Sketch)

Consider the simplest case: Hy : 0 = 0y against H; : § € ©, where dim® = 1, e.g.
© = (0,00) or ©® = (—00,0). Note: in this case dim @y = 0.

So p = dim® — dim®p = 1, so we are looking for A(X) to converge to a x3-
distribution. We have

A(X) = —2log (L(Qf)>

L(9)
= 2[¢(8) — £(60)]
Assuming that 0 satisfies ¢/ (8) = 0,
£(00) ~ £0) + (6 — )2/ @) + 5 (B — )" (6)
= ((8) ~ 5(6-60)I (@)

Hence

If Hy is true then (8 — 65)/I(80) ~ N(0,1) and J(8)/1(60) =~ 1, so

AX) B INO D2 x 1~ A
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It's convenient to use © for something to do with Hy below. So let’s rewrite our
definition of A so that it avoids using © at all. From now on we write A as

(3.6)

su L
A:—N%A:—ﬂ%<mm>

supy, L
D
and, assuming  is large, when Hj is true we have A ~ X% where p = dim H; — dim Hp.

Goodness of fit tests
SLIDES. First Hardy—Weinberg equilibrium slide goes here.

Suppose we have n independent observations, where each observation falls into
one of the categories 1,...,k. Let n; be the number of observations in category i, so
Y ;n; = n (this sum, and other sums over i below, are overi = 1,...,k).

Let 71; be the probability that a single observation falls into category i, where
Yimi=1 Letm = (m,..., mx).

The likelihood is given by

n!

L(m) = a7 T

This is a multinomial distribution. The log-likelihood is
{(r) =Y nilog m; + constant.

With no restrictions on 7t other than ) ; 77; = 1, the dimension of this general model
is k — 1: i.e. there are k — 1 independent parameters that we can vary, and once say

71, ..., k1 are known, then ;. is determined by 7, =1 — Zi-‘;ll TT;.
Suppose we want to test the fit of the more restrictive model where category i has

probability 7r; = 71;(0), where 6 € ©. That is, we wish to test
e the null hypothesis H : r; = 71;(6), where 6 € ®
* against the general alternative H; : the 71; are unrestricted except for ) ; r; = 1.

Suppose that the dim® = g (where g4 < k —1). Then the parameter space for H;
has dimension dim H; = k — 1, the restricted parameter space for Hy has dimension
dim Hy = © = ¢, and so when Hy is true the approximate distribution of the likelihood
ratio statistic A is x, where p = (k—1) —g. [In the Hardy-Weinberg equilibrium

example, we have g = 1.]
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(i) For the numerator in (3.6) we can maximise the log-likelihood Y n;log 7t;(0) over
6 € © to obtain the MLE 8.

(ii) Let g(r) = Y m; — 1. For the denominator in (3.6) we need to maximise the
log-likelihood f(7) = }_n;log 7t; subject to the constraint g(7r) = 0.
Using a Lagrange multiplier A, we want

of 98
87'[1' B Aam

=0 fori=1,...,k

That is %—)\:0,50 i =mn;/A fori=1,... k.
Now 1l =Y m =Y n;/A=n/A, hence A = n, and so

n; )
wi=— fori=1,...,k
n

So

(50

2[¢(%) — £(7(0))]
=2[) nilog ;i — ) n;log 7;(6)]

=2) nilog <nlA>

n;(6)

We compare A to a X%, where p = k — 1 — g, since this is the approximate distribution
of A under H,.

SLIDES. Hardy-Weinberg equilibrium slides go here.

SLIDES. Slides on insect counts example go here.

Pearson’s chi-squared statistic

Write o
— . i
A =2) Ojlog (Ei>

where O; = n; is the observed count in category i, and E; = nrr;(0) is the expected count
in category i under Hj.
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For x near a, we have

Hence

T2

a2y o)+ O
O; — E;)?
R

since }_O; = Y_E; = n. The statistic

(O; — E;)?

is called Pearson’s chi-squared statistic and this also has an approximate Xf,-distribution

under Hy, where p =k —-1—4.

Two-way contingency tables

SLIDES. First hair and eye colour slide goes here.

Suppose each of n independent individuals is classified according to two sets of
categories. Suppose the first set of categories corresponds to the rows of a table (e.g.
hair colour), and the second set of categories corresponds to the columns of a table
(e.g. eye colour). Suppose there are r rows and ¢ columns. Then there are rc cells in the
table and each individual falls into precisely one cell (e.g. corresponding to their hair

and eye colour).

column (eye colour)

row (hair colour) 1 2 e ¢ Trow sum
1 npp Mg e My N1+
2 Mp1 My e My oy
r N1 N2 e Ny Ny4
column sum nyq MNyp - Mg n
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Let n;, = Z]C':l n;j be the number of individuals in the ith row of the table. Let
nyj = Y, n; be the number of individuals in the jth column of the table.
Let 77;; denote the probability that an individual falls into cell (i, ) of the table (i.e.
that the individual’s hair colour is i and eye colour is j). The likelihood is
n!

L(rt) = (el R
( ) 7’111!7’112!'"1/175! 11 712

nl-j-

— Tij

e
i

. Tli]'!

Myc
rc

where the products are over all i and all j. The log-likelihood is
¢(mr) =) njjlog m;j + constant
i

where the sums are over all 7 and all .
Suppose we would like to test the null hypothesis Hy that the row into which an
individual falls is independent of the column into which that same individual falls (i.e.

test if hair and eye colour are independent). That is, we would like to test
* the null hypothesis Hy : 71;; = a;f; for all i, j, where }_a; = 1 and }_B; =1
* against the general alternative H; : the 77;; are unrestricted except for } ;) ; 7t;; = 1.
We can find A as follows.

(i) To find supy : we need to maximise }; }; n;;log(a;fB;) subject to the two con-
straints ) a; = 1 and ) B; = 1. We can do this using two Lagrange multiplies
[and this is part of a question on Sheet 3]. We find

(ii) We have found supy,; already, in the goodness of fit section, with only slightly
different notation. [Check this.] We have 77;; = n;;/n.
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So

A= —2log Pt
B & supy, L

:2<SEF€_SE§)€>

= Z[ZZVLZ] ]Og ﬁl] — ZZ”Z] 10g(&z/§])]
i L

n;in

ZZZZnijlog (n']nj>
i i.n,
O

= ZZZOU log (E]])
i g 1

where O;; = n;; is the observed number of individuals in cell (i,7), and Eij = anZ-E]- is
the expected number of individuals in cell (i, j) under Hy. As before, A =~ P where P is

Pearson’s chi-squared statistic
(0 — Eyj)?
P=yy
i ij

To calculate the degrees of freedom for A, and P:
(i) dim H; = rc — 1 (exactly as for the goodness of fit tests)

(ii) under Hyp we have r — 1 degrees of freedom due to the paramaters «; (i.e. there
are r parameters «; and as before we lose one degree of freedom since ) a; = 1),
and a further ¢ — 1 degrees of freedom due to the paramaters §;, so dim Hy =
(r—=1)4(c—1).

Hence, under Hp, both A and P have an approximate X%-distribution, where p =
dim Hy —dimHp = (r —1)(c — 1).

SLIDES. Hair and eye colour slides go here.
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4 Bayesian Inference

So far we have followed the classical or frequentist approach to statistics. That is, we
have treated unknown parameters as a fixed constants, and we have imagined repeated
sampling from our model in order to evaluate properties of estimators, interpret
confidence intervals, calculate p-values, etc.

We now take a different approach: in Bayesian inference, unknown parameters are
treated as random variables.

SLIDES. Introductory slides go here.

4,1 Introduction

Suppose that, as usual, we have a probability model f(x |6) for data x. Previously we
wrote f(x;6). Now we write f(x | 6) to emphasise that we have a model for data x given,
i.e. conditional on, the value of 0.

Suppose also that, before observing x, we summarise our beliefs about 6 in a prior
density 7t(0). [Or in a prior mass function 7t(0) if 6 is discrete.] This means that we are
now treating 6 as a RV.

Once we have observed data x, our updated beliefs about 6 are contained in the
conditional density of 6 given x, which is called the posterior density (of 6 given x),
written 77(6 | x).

Theorem 4.1 (Bayes’ Theorem). (i) If events By, B, ... partition the sample space, then

for any event A we have
P(A|B;)P(B;)

(ii) For continuous RVs Y and Z, the conditional density f |y (z |y) satisfies

fy\z(y|z)fZ(Z)‘

fZ\Y(Z’y) = fY(]/)

Proof. (i) Proved last year.

(ii) To make the notation simpler, we omit subscripts on pdfs. By definition of
conditional denisty,

_ fly,z)
flzly) = W) (4.1)
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and also

,Z
flylz) = fﬁz))- (4.2)
From we have f(y,z) = f(y|z)f(z), and substituting this expression for
f(y,z) into gives the result. O

To find the marginal density of Y, we integrate the joint pdf f(y,z) over all z, i.e.

fly) = /jof(yIZ) dz
= [ fy1fG)d= 43)

So, in the case of continuous RVs, by Bayes” Theorem (with x and 0 in place of Y and

Z) the posterior density is
_ fx[9)n(8)
ORI = 00

where, as in (4.3), the denominator f(x) can be written

(4.4)

) = [ fix| &)m(0) de.

(This integral is an integral over all 6.)
We treat 77(0 | x) as a function of 6, with data x fixed. Since x is fixed, the denomina-
tor f(x) in {@.4) is just a constant. Hence

(0 |x) o« f(x|6) x 7t(6) (4.5)

posterior o likelihood X prior.

Example. Conditionally on 6, suppose that Xj, ..., X, id Bernoulli(). That is, P(X; =
1)=0and P(X; =0)=1—0,ie. f(x]|0) =6*(1—-6)" forx =0,1. So

fixio) =T -0y~

— Qr(l . G)nfr

where r =) x;.
A natural prior here is a Beta(a, b) pdf:

1

) = 5D

0 1(1-0)"! for0<b<1

54



where B(a, b) is the beta function. Since the pdf 77(6) integrates to 1, the normalising
constant B(a, b) is given by

1
B(a,b) = / 6°-1(1 — 0)"1 do.
0

We will use (without proof) the following expression for B(a, b) in terms of the gamma
function: F(a)T (b)
a
B(a,b) = —2~"
(a,b) I'(a+b)
where T'(a) = [;°u"'e™"du. Remember: I'(a+1) = al'(a) for a > 0, and I'(n) =
(n —1)! when # is a positive integer. The values a and b satisfy 2 > 0 and b > 0 and

are assumed known — their values reflect our beliefs about 6 before observing any data.

Using @.5),

m(0]x) x67(1—0)"" x 61 (1—0)!
= (1 —g) (4.6)

In reaching (4.6), in addition to dropping f(x) which is not a function of 6, we have
also dropped the constant 1/B(a,b). The RHS of depends on 0 exactly as for a
Beta(r +a,n — r + b) density. That is, the constant normalising is B(r+a,n—r+Db)

and we have

1

7(@1x) = B(r+a,n—r+D)

(1 —9) 1 for0< 6 < 1.

So acquring data x has the effect of updating (a,b) to (r +a,n —r + ).

It is important to note that in the above Bernoulli-Beta example, as in most/all(?)
other examples we will meet, there is no need to do any integration to find 7(6 | x). We
find 77(0 | x) by comparing with a Beta(r +a,n —r + b) pdf.

Example. Conditional on 0, suppose that Xj, ..., X, iid Poisson(#). Suppose the prior
for 0 is a Gamma(a, B) pdf:

1
n(6) = rfza)eﬂeﬁ" for 6 >0

where a« > 0 and B > 0 are assumed known.
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Using posterior « likelihood x prior, we have

e f a—1,-po
m(@]x) o (] oy x 0 e
=1 X
x 1= (R0 for 9 > 0 4.7)

where r = Y x;. The p*/T'(x) term, and the the x;! terms, have all been omitted: we
are interested in 77(0 | x) as a function of 6, and these omitted terms are constant with
respect to 6, so omitting them simply adjusts the constant of proportionality.

The dependence on 6 in is as for a Gamma pdf, so 7 (0 |x) is the pdf of a
Gamma(r + o, n + B).

Again: no need to do any integration to get the normalising constant in (4.7).

4.2 Inference

SLIDES. Slides on MRSA example go here.
All information about the parameter 6 is contained in the posterior density, i.e.

contained in 77(6 | x).

Posterior summaries

Sometimes summaries of 77(6 | x) are useful, e.g.:
e the posterior mode (the value of 6 at which 77(6 | x) is maximised)
e the posterior mean E(6 | x) (this expectation is over 6, and x is fixed)
e the posterior median (the value m such that [ 7(6|x)df = 1)
e the posterior variance var(6 | x)

e other quantiles of 77(0 | x) (i.e. in addition to the median).

Example. Conditional on 6, suppose X ~ Binomial(n, ). We can write this as
X |6 ~ Binomial(n, 6).

We read “X | 0” as “X given 0”. Suppose the prior for 6 is U(0, 1).
The likelihood

frle) = () )era -
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is proportional to the Bernoulli likelihood in Section and the prior is a Beta(1,1).
Hence, by the first example in Section 4.1} 77(6 | x) is a Beta(x +1,n — x + 1) pdf, i.e.

6|x ~Beta(x +1,n—x+1).

We calculate the posterior mean:

E(G\x):/ 97(6\x
_ x+1 n—x
_B(x+1n—x+1 /6 — )" df
= ! B(x+2,n—x+1)
- B(x+1,n—x+1) ’

I'(n+2) I(x+2)I'(n—x+1)
Fx+1)I'(n—x+1) I'(n+3)
I'(x+2)T(n+2)

I'(x+1)T(n+3)
1
1
= (x4 )n~|—2
So the posterior mean is E(0|x) = ;‘—i; So even when all trials are successes (i.e.
n+l

when x = n) this point estimate of 6 is so is less than 1 (which seems sensible,

n+2s
especially if 7 is small).

The posterior mode is x /7, the same as the MLE. For large 7, i.e. when the likelihood
contribution dominates that from the prior, the posterior mean will be close to the
MLE/posterior mode.

Interval estimation

The Bayesian analogue of a confidence interval is a credible interval (or posterior interval).
Definition. A 100(1 — «)% credible set for 6 is a subset C of ® such that
/ 7(0]x)d0 =1 — a. 4.8)
C
Note: [-7(6]x)df = P(6 € C|x), so @8) says P(f € C|x) =1 —a.

A credible interval is when the set C is an interal, say C = (61,6>). If P(6 < 01| x) =
P(6 > 62 |x) = a/2, then the interval (01, 6,) is called equal tailed.

57



0.6 o 0.6 + o

2 2
£ £
o] o
T 0.4 - T 0.4 L
P P
X=] X=]
5 [
3 3
2 0.2 - - Q 02 - -
0.0 0.0
T T T T T T T T T T
0 1 2 3 4 0 1 2 3 4
theta theta

Figure 4.1. Two 95% credible intervals (the pdfs are Gamma(2,2)). Left: the credible interval is
(0.05, 2.44), the tail areas (shaded in blue) are 0.005 in lower tail, 0.045 in upper tail. Right: the
interval (0.12, 2.79) is an equal tailed credible interval, both lower and upper tail areas are 0.025.

In words, says:
the probability that 6 lies in C, given the observed data x, is 1 — a.

This straightforward probability statement is what we want to be able to say about an
interval estimate — this is a strength of the Bayesian approach.
The above statement is not true of a confidence interval. The interpretation of a

frequentist confidence interval C’ is different, and more tricky — we say something like:

if we could recalculate C’ for a large number of datasets collected in the
same way as X, then about 100(1 — )% of these sets would contain the true
value of 0.

Definition. We call C a highest posterior density (HPD) credible set if 7t(6 | x) > 7t(6’ | x)
forall® € Cand 0’ ¢ C.

In words: for an HPD interval, the posterior density at any point 6 € C is at least as
high as the posterior density at any point 6" ¢ C.
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Figure 4.2. A 90% HPD interval (the pdf is Gamma(2,2)). The HPD interval is (0.04, 2), the
shaded area is 0.9. The density at any 6 € (0.04,2) is higher than at any 6’ ¢ (0.04,2).

An HPD interval has minimal width among all 100(1 — «)% credible intervals.
On the other hand, advantages of equal tailed intervals are that they have a direct
interpretation in terms of « /2 and 1 — a /2 quantiles, they are usually easier to calculate,
and if we change the parametrisation of a distribution from 6 to ¢ = ¢(6) then the
interval transforms from (601,6,) to (¢(61),$(62)) (this does not hold for HPD intervals

in general).

Multi-paramater models

The parameter 6 may be a vector. If so, everything above remains true provided that
we understand each integral over 6 to be a multiple integral over all components of 6.
[Usually we have continuous parameters, but if any parameter is discrete then, for that
parameter, integrals are replaced by summations.]

E.g. 06 = (¢, A) say, in which case the prior is a bivariate density 7t(, 1), as is the
posterior (i, A |x). All information about ¢ is contained in the marginal posterior

density
m(ylx) = [ 7, A|%)da.

That is, as usual, to find a marginal distribution we integrate over the other components

of the density (i.e. integrate over A here).
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Prediction

Let X, 11 represent a future observation and let x = (xy, ..., x,) denote the observed
data. Assume, conditional on 6, that X4+ has density f(x,11|6) independent of
Xi,..., X,

The density of X, 1 given x, called the posterior predictive density, is a conditional

density. We write it as f(x,+1|x). Here x = (x1,...,x,) as usual. We have

Flwia %) = [ Flxi, 0] do
_ /f(xn+1 16, x)72(6 | x) do.

For the first equality above: the density for z is found by integrating that for (z, 6) over
all 6. For the second: P(ANB|C) = P(A|BNC)P(B|C), or in terms of conditional
densites f(u,v|w) = f(ulv, w) f(v|w).

Now f(x,+1|6,x) = f(x,41]|0) by the independence. Hence

FleniaX) = [ Flarna [0)7(0]x) do.

So, given x, the predictive density is found by combining the density for x,,; under
the model (i.e. f(x,41|0)) with the posterior density.

If X,,+1 is discrete, then of course f(x,11|x) is a pmf (not a pdf).

For an example: see Sheet 4.

4.3 Prior information

How do we choose a prior 77(6)?

(i) We use a prior to represent our beliefs about 6 before collecting data: e.g. MRSA
example, we might ask a scientific expert who might anticipate 6 around 10, say
with 6 € (5,17) with probability 0.95.

If we approach this by asking several different experts for their beliefs, each
expert’s opinion might lead to a different prior, so we would want to repeat our
analysis with each different prior.

(i) We might have little prior knowledge, so we might want a prior that expresses
“prior ignorance”. E.g. if a probability is unknown, we might consider the prior 6 ~
u,1).
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(But even uniform priors, apparently expressing “ignorance”, can lead to problems
when there are a large number of parameters.)

(iii) In the Bernoulli/Beta and Poisson/Gamma examples (Section [4.1)), the posterior
was of the same form as the prior, i.e. Beta-Beta and Gamma-Gamma. This
occurred because the likelihood and prior had the same functional form — in such
situations the prior and likelihood are said to be conjugate. Conjugate priors are
convenient for doing calculations by hand.

There are also other possibilities, and note that (iii) can overlap with (i) and (ii). In some

complex situations it might be hard to write down a representative prior distrbution.
Example. Conditional on 6, suppose that Xj, ..., X, N (6,0%) where ¢? is known.
Suppose the prior is 6 ~ N(uo,03) where j and 0 are known.

Then

(6] x) o f(x]6)7(6)

corp[ 1T 0] oy [ 10107

70

where as usual we have ignored constants that don’t depend on 6.

Now complete the square:

(0—p)? - (—07*_ (1 = Ho | X
! +Z i —9 (73%_? —20 §+ﬁ + constant

o5 o2 5
— 1 0 2
= ?( — p11)” + constant
1
where
o + &%
1= 017” (4.9)
2tz
1 1 n
— ==+ —. 4.10
o? 0 T (4.10)
Hence
1
0 — (0 —m)?
(01 sexp (— 520 m)?)

and so 77(0 | x) is a N(p1,07) pdf. Thatis, 6| x ~ N(u1,0?).
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(4.9) says that the posterior mean y/; is a weighted average of the prior mean yy and
the sample mean X (with weights aig and 7).

(4.10) says “posterior precision = prior precision + data precision” where the
precision of a RV is defined as being 1/variance.

This is another example of conjugacy: prior, likelihood and posterior are all normal.

Improper priors

If 0 — oo in the previous example, then 77(6 | x) is approx N(X, 0 /n), i.e. the likelihood
contribution dominates the prior contribution as ¢ — oo. This corresponds to a prior
71(0) o ¢, a constant, i.e. a “uniform prior”. But this 77() is not a probability distribution

since § € (—o0,00) and we can’t have [*_cdf equalling 1.

Definition. A prior 71(6) is called proper if [ 71(6)d0 =1, and is called improper if the
integral can’t be normalised to equal 1.

An improper prior can lead to a proper posterior which we can use for inference
(e.g. uniform prior in in the normal-normal example) . But we can’t use an improper

posterior for meaningful inference.

Prior ignorance

If no reliable information is available, we might want a prior which has minimal effect
on our inference. E.g. if ©® = {6;,...,60,,} then 7(0;) =1/m fori =1,...,m does not

favour any one value of 6 over any other and in this sense is “non-informative” for 6.

Example. If ® = (0,1) we might think that 7(f) =1for0 < 6 < 1,1ie. 6 ~ U(0,1),
represents prior ignorance. However, if we are ignorant about 6, then we are also
ignorant about ¢ = log (6/(1 — 6)). Here ¢ € R is called the log-odds. The pdf of ¢ is

plg) = m(o(9) % 30

T dp\1+e?

e?

:m for—00<¢<00

[Sketch p(¢).] The pdf p(¢) has a maximum at ¢ = 0 and further P(—3 < ¢ < 3) =~ 0.9.
This does not seem to correspond to ignorance about ¢, rather this prior is saying
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that the most likely values of ¢ are close to 0. That is, the prior that was apparently
expressing “ignorance” about 6 actually expresses some knowledge about ¢.

Jeffreys priors

Suppose 0 is a scalar parameter.

The problem with the ¢ = log (6/(1 — 6)) example above is that the representation
of “ignorance” changes if we change the parametrisation from 60 to ¢. A solution to this
issue is the Jeffreys prior defined by

m(6) o« 1(6)2

where as usual I(6) is the expected (Fisher) information.
Recall that if Xj,..., X}, are all from f(x|6) then I(6) = ni(6) where i(0) is the
expected Fisher information in a sample of size 1,
2

. d
i0) = ~E( gz g f(X116))
where the expectation is over X; with 6 held fixed. Then the Jeffreys prior as
7(0) e i(0)'/?

(the n'/? factor difference between I(6)'/? and i(0)'/? can be absorbed into the constant
of proportionality).
Sometimes Jeffreys rule leads to an improper prior.

Example. Consider a single Bernoulli trial with success probability 6. We have

f(x|6) =6*(1—-0)""* forx=0,1
0(0) = xlog® + (1 —x)log(1—9)
20 x 1—x

e a—er
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Hence

0 =[G+ =gy
0 1—-6

= §+(1—79)2 since E(X) =0

61—0)
So the Jeffreys prior is 77(6) < 671/2(1 — 0)71/2 for 0 < 6 < 1. This is a Beta(3, 3).

Jeffreys priors can be extended to a vector parameter 6 by taking
7(6) o |1(8)|"/? (4.11)

where the RHS means the square root of the determinant of the information matrix.
However a simpler and more common approach for vector 6 is to find the Jeffreys prior
for each component of 6 separately, and then to take the product of these (i.e. assume

prior independence) to get the whole prior. This can lead to a different prior to (4.11)

Example. Suppose 0 € R and f(x|0) = g(x — 6) for some function g, e.g. g could be
the pdf of a N(0,1), or the pdf of a t;. Then 6 is called a location parameter and Jeffreys
rule leads to 77(0) 1 for 6 € R.

Example. Suppose ¢ > 0 and f(x|0) = 1g(x/0) for some function g, e.g. o could be
the standard deviation of a normal, or (the reciprocal of) the B parameter of a Gamma.
Then o is called a scale parameter and Jeffreys rule leads to 7(c) « 1/ for o > 0.

Example. Combine the previous two examples: if f(x |6,0) = 1g(*-?) then we have a
location-scale family of distributions. The approach of finding the Jeffreys prior for each
component parameter separately and assuming prior independence of § and ¢ simply

uses the product of the above two priors:
1
m(6,0) o1 x - for € R, o > 0.

(Using the square root of the determinant of I(6) leads to a different prior.)

We finish this section by showing that Jeffreys prior does not depend on the
parametrisation used — we do the case of a scalar parameter 6. So consider a one-to-one
transformation of the parameter, from 6 to ¢: let ¢ = h(6), with inverse 6 = g(¢) (i.e.
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¢ = h™1). By transformation of variables, if 8 has pdf 7t(9) then ¢ has pdf

p(o) =m(g(¢)) I (9)]. (4.12)

We want to show that (i) and (ii) give the same prior for ¢, where:

(i) we determine 7(6) using Jeffreys rule for 6, then transform it to give a prior p(¢)
for ¢

(ii) we determine p(¢) using Jeffreys rule for ¢ directly.
For (i): we have 71(6) o [i(6)]'/2, and transforming this to ¢ using gives

p() « [i(g(9))]"* 18 () = [i(0)]/?1g'(9)]. (4.13)

For (ii): we need to find the relationship between i(¢) and i(6). Let ¢(0) =
log f(X; | 6) and recall that in Section [1.7] we saw that

2
o —[(2Y]. a1
We have
¢ dedo
dp — dodg’

So squaring both sides of this equation, taking expectations, and using (4.14) gives

Hence Jeffreys rule for ¢ gives

(@) < [i(@)]"2 = [i(0)]'? |8/ ()]

in agreement with (4.13), as required.

4.4 Hypothesis testing and Bayes factors

Suppose we want to compare two hypotheses Hy and Hj, exactly one of which is
true. The Bayesian approach attaches prior probabilities P(Hy), P(H1) to Hy, H; (where
P(Hy) + P(Hy) = 1). The prior odds of Hy relative to Hj is

P(Hy) P(Hy)

rior odds = = .
P P(Hy) ~ 1- P(Ho)
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[The odds of any event A is P(A)/(1 — P(A)).]
We can compute the posterior probabilities P(H; | x) for i = 0,1 and compare them.
By Bayes” Theorem,

P(H; |x) = fori=0,1 (4.15)

where
P(x) = P(x| Ho)P(Hy) + P(x| Hy)P(Hy).

Note: here P(H; | x) is the probability of H; conditioned on the data, whereas p-values
in Section 3 can’t be interpreted in this way.
The posterior odds of Hy relative to H; is

P(Ho | x)

osterior odds = ————=.
P P(H [x)

Using (4.15),

P(Ho|x) _ P(x|Hy) _ P(Ho)

P(H|x) _ P(x|H) * P(H))

posterior odds = Bayes factor x prior odds

where the Bayes factor By, of Hy relative to H; is given by

_ P(x|Ho)

By = —/——=.
" P(x|Hy)

(4.16)

So the change from the prior odds to the posterior odds depends on the data only
through the Bayes factor By;. The Bayes factor tells us how the data shifts the strength
of belief in Hy relative to Hj. If our prior model has P(Hy) = P(H;) then, given the
data, we have that Hy is By times more likely than Hj.

General setup

We are assuming we have:

(i) prior probabilities P(H;), i = 0,1, where P(Hy) + P(H;) =1

(ii) a prior for 6; under H; which we write as 7t(6; | H;) for 6; € ©;,i = 0,1, where ©;

denotes the parameter space under H;
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(iii) a model for data x under H; which we write as f(x|6;, H;).

The two priors 7(0; | H;), i = 0,1, could be of different forms, as could the two
models f(x|6;, H;),i = 0,1. E.g. the prior under Hy could be an exponential distribution
(one parameter), the prior under H; could a lognormal distribution (which has two
parameters).

Sometimes, as in examples below, (i) and (ii) might be combined: the prior density
might be 77(6) for 6 € ® where

e OyUO =0 and ©NO; =0
* the prior probabilities are P(H;) = [ 7(6) d6

e 77(6; | H;) is the conditional density of 6 given H;, i.e.

__ 7(8)
(6; | H) = m

This simplification does not hold for simple hypotheses: for if H; : 6§ = 6;,
i.e. ©; = {6;}, then P(H;) would be an integral over the set ®;, which is just a single
point, and so P(H;) would be zero (which is not what we want).

We can write the numerator and denominator in (4.16) as follows. Conditioning

on 0; (i.e. using the partition theorem/law of total probability), we have
POx|H) = [ Flx|6, H)m(6;| Hy)do, (4.17)

The quantity P(x|H;) is called the marginal likelihood for H;: it is the likelihood
f(x|6;, H;) averaged over ®;, weighted according to the prior 7(6; | H;). So we see
that the Bayes factor (4.16)) is somewhat similar to the likelihood ratio of Section 3, but
not the same: similar because it is a ratio of (marginal) likelihoods; but not the same
because here we are averaging over 6 in (4.17), whereas in Section 3 we maximised over
Hy and H; to find the likelihood ratio statistic.

1. Here we are treating Hy and H; in the same way. There is not the asymmetry that
there was in Section 3 where we treated the null hypothesis Hy in a different way to
the alternative hypothesis H;.

2. The Bayes factor Bjg of Hj relative to Hy is just Bjg = (Bg1) !, since the ratios above
are simply inverted.
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3. Bayes factors can only be used with proper priors: from (4.16) and (4.17) we
see that By; depends on two constants of propotionality, one for each the of pri-
ors 71(8; | H;), i = 0,1, so both of these constants must be known.

From now on suppose our model is f(x |6) under both Hy and Hj.
If Hy: 0 = 6p and H; : 0 = 0; are both simple then

f(x|6o)
f(x|61)

since the prior 71(6; | H;) corresponds to 8 = 6; with probability 1. So By is just the

By =

likelihood ratio in favour of H.
If H;:0 € ©;,i=0,1, are both composite then

f®0 7T Q‘H())
f®] 7T 9‘H1>

Bo1 =

If Hy : 0 = 6 is simple and H; : 0 € ©®; is composite, then

\90
Jo, f (0| Hy)de

By =

By analogy with the likelihood ratio statistic, the quantity 2log By; is often used to
summarise the evidence for Hy compared to H;, with rough interpretation as below
(table from Davison, 2003).

B()l 2 log B()1 Evidence for HO

<1 <0 Negative (i.e. evidence supports Hy)
1-3 0-2 Hardly worth a mention

3-20 2-6 Positive

20-150  6-10  Strong

> 150 >10  Very strong

e~ 200 (x— 9)2_

Example. [“1Q test”] Suppose X ~ N(6,0?) where 0> = 100. So f(x | 0) =
Let Hp : 6 = 100 (“average”) and H; : 6 = 130.
Suppose we observe x = 120. Then

Vv 200

5. _ f(x]f0) _ f(120]100)
01 —

(|0 ~ F(120[130) _ 0%
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So Byg = 1/0.223 = 4.48, so positive evidence for Hj.
Suppose the prior probabilities are P(Hy) = 0.95, P(H;) = 0.05. Using posterior odds =
Bayes factor x prior odds,

Po 0.95
=B -
T—po 005

where po = P(Hp | x). Solving,

19By

— P gl
PO~ 17198y

This posterior probability of Hy is substantially decreased from its prior value (corre-

sponding to By; = 0.223 being small) but is still high.

Example. [“Weight”] Let Xy,..., X, ~ N(6,0?) where ¢? = 9.
Let Hp : 6 < 175 (“true weight < 175 pounds”) and H; : 0 > 175.
Assume prior 6 ~ N(po,03) where g = 170, 03 = 5°.
Prior probability P(Ho) = P(N(po,08) < 175) = @ (12:170) = &(1) = 0.84. So the

prior odds is ggg?; = 1?q(>1()1) =53

Suppose we observe xi,...,x, where n = 10, x = 176. Then from the normal
example in Section 4.3| the posterior is N(j1,0?) where

Ho nx

2 o2z 1 -1
=27 1758, o2= (2 + "2> — 0.869.
gTe % ¢

Posterior probability P(Hp |x) = P(N(u1,02) < 175) = & (1757175'8> = 0.198. So

V0.869
the posterior odds is % = 0.24.
So Bayes factor By = ggztr%i‘éss = 0.0465 and Bjg = (Bg;) ! = 21.5.

So the data provide strong evidence in favour of Hj, we conclude that 8 < 175 is

unlikely.

Example. [From Carlin and Louis (2008).] Suppose we have two products: Py, an old
standard product; and P;, newer and more expensive. Let 6 be the probability that a
customer prefers P;. Let the prior 77(6) be Beta(a, b).
Assume that the number of customers X (out of 1) that prefer P; is X ~ Binomial(, 6).
Then from Section 4.1 we know that the posterior 77(0 | x) is Beta(x +a,n — x +b).
Let’s say 6 > 0.6 means that P; is a substantial improvement over Py, so take
Hy:6>0.6 and H; : 6 < 0.6.
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Suppose a = b =1, i.e. prior 6 ~ U(0,1). Then

P(H,) = /016 7(0)d6 =04 and P(H;) = /00'6 7(6) do = 0.6.

Suppose we have x = 13 “successes” from n = 16 customers. Then

1 1 1
P(Ho!x):/067r(9|x)d9:/06B(14 50701 -0) a0 = 0964
1

0.6
P(H; | x) = / (0| x) do = / prnay? (1) 40 =004
0
So

prior odds = 0.4/0.6 = 0.67
posterior odds = 0.964/0.046 = 20.96

posterior odds

=31.1.
prior odds =3

Bayes factor By; =

Conclusion: we interpret By; = 31.1 as a strong evidence for Hy.
We can also calculate the Bayes factor using marginal likelihoods (see (4.16) and
(4.17)). The quantity (0 | H;) is the prior for 6, conditional on H; being true. So

if0<6<06

(0 Ho) =
Y7 n)/P(Hy) 06 <0 <1

B 0 if0<0<0.6
1/P(Hp) if0.6<6<1

and similarly

(61— {1/P(H1) if0 <6 <06

0 if0.6 <0 <1.
So
1
P(x| Ho) = Of(x|9 (0| Ho)df
1 /716 1
= 613 (1 a0
0.6 (13> P(HO)
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and similarly

P(x|Hy) = /00'6 Gg) 013(1— 0)® x p(;{l) 40

and then the Bayes factor is Byy = P(x | Ho)/P(x | Hy).

4.5 Asymptotic normality of posterior distribution

From we have 77(6|x) « L(0)7(6), where L(0) is the likelihood. Let ¢(8) =
log 77(0 | x) be the log posterior density,

¢(0) = constant + log 7t(6) + £(0)

= constant + log 77(0) + ) _log f(x; | 0)
i=1

and there are n terms in the sum, so expect the likelihood contribution to dominate

£(0) for large n.
Let 6 be the posterior mode and assume ¢ (6) = 0. Then

0(8) ~ £(0) + (0 —0)7'(8) + %(9 —0)20"(0)

= constant — %(9 —0)%](0) (4.18)

where J(0) = —¢"(6). Note: in (@&18) £(6) is just a constant since it does not depend
on 6.
So

(6 |x) = exp(£(6))
o exp(—3(6 —6)*](6))

is our approximation which, as it’s a function of 0, is of the form of a normal pdf with

mean 0 and variance J(6)~!. That is, we have
0|x~ N, JO)?) (4.19)

In large samples, the likelihood contribution to 77(6|x) is much larger than the

prior contribution, resulting in 6 and J(8) being essentially the same as the MLE 8 and
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~

observed information J(6). Hence, given x, we also have

~

0~ N(,JO)). (4.20)

[We can also obtain (@20) via a Taylor expansion about 6.]
The corresponding frequentist result looks similar: in Section 1.7 we saw

0~N(@,I16)") and 6~ N(6,J(6)"). (4.21)

However, note that in (4.19) and (4.20) the parameter 0 is a RV, and 0 = 0(x) and
6 = 0(x) are constants. In contrast, in &21) the quantity = (X) is a RV, and 6 is
treated as a constant.

SLIDES. Normal approximation slides go here.

72



	Estimation
	Starting point
	Delta method
	Order statistics
	Q-Q plots
	Multivariate normal distribution
	Information
	Properties of MLEs

	Confidence Intervals
	CIs using CLT
	CIs using asymptotic distribution of MLE
	Distributions related to N(0,1)
	Independence of X and S2 for normal samples

	Hypothesis Testing
	Introductory example: t-test (Sleep data)
	Tests for normally distributed samples
	Hypothesis testing and confidence intervals
	Hypothesis testing general setup
	The Neyman–Pearson lemma
	Uniformly most powerful tests
	Likelihood ratio tests

	Bayesian Inference
	Introduction
	Inference
	Prior information
	Hypothesis testing and Bayes factors
	Asymptotic normality of posterior distribution


